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CAREER: Software Developers Collaborating in the Wild –  
Bridging the Gap from Novice to Expert 

Professional software development is a highly complex activity that is becoming increasingly important 

in virtually every domain of human action. The number of, and need for, software developers is 

continually increasing, and collaboration is now recognized as a vital part of software development. A 

common refrain is that “software development is a team sport”. 

Despite this, evidence about how professional software developers actually collaborate on their work 

is significantly under-examined in the research literature. Almost all prior research is limited by a focus 

on one or more of the following: novices, simple contrived problems, laboratory studies, the analysis of 

the artifacts created, or individuals. In contrast, professional software development involves experts 

collaborating on highly complex problems in ways mediated by the artifacts, people and environment in 

which they work. Similarly, the methods used by research that is of professional software developers 

doing their actual work in their place of work (“in the wild”) limits how much can be seen. Field notes 

capture only a fraction of what happens, and introspective reports, interviews, and surveys are limited by 

people’s ability to accurately perceive what they actually do.  

The proposed work will overcome these limitations by collecting and analyzing videos of professional 

software developers collaborating in the wild, in order to better understand how professional software 

developers actually collaborate. This builds upon the PI’s prior work, and follows a long-standing 

tradition of using ethnographically-informed methods to better understand software development. We will 

use “deep hanging out” to document the demographic, cultural, and organizational context of the videos. 

Our analyses will be informed by theories such as distributed cognition, social cognition, and situated 

cognition. These videos provide contextually rich data that can be mined repeatedly to answer a variety 

of research questions using different theoretical lenses and analysis methods. Video can be shared with 

multiple researchers if the appropriate IRB policies are met. And video allows researchers to see and 

quantify fine-grained temporal patterns of behavior and interactions. 

My long-term goal is to transform the education of future software developers. Based upon our 

research, we will create course modules that help students or novice software developers bridge the gap 

from novice to expert practice. We also will use similar material to address stereotypes of software 

development in order to recruit youth and students to computer science and related disciplines.  

In order to increase the set of theoretical lenses or analytical methods applied to this type of data, the PI 

will create a corpus of videos, metadata, annotations, and associated context. This corpus will be shared 

with other researchers who agreed to 1) participate in a community of researchers and practitioners 

analyzing the data, and 2) contribute their metadata and annotations back to the corpus. This expert 

crowdsourcing of the analysis will enrich the corpus and enable comparative analyses. The PI will 

bootstrap this community with a year-long collaborative process including two weeklong workshops.  

The intellectual merits of this work include: 1) filling a gap in the research literature about how 

professional software developers collaborate, 2) identifying and quantifying patterns of fine-grained 

collaborative behavior in highly complex work that will help us 3) support or refute prior research, and 4) 

inspire the evolution of tools, practices, or processes for effective collaboration. 

The broader impacts of this work include: 1) creating a shared corpus of videos of software development 

in the wild, 2) creating a community of researchers and practitioners that analyze and augment this shared 

corpus, 3) creating course modules for software engineering courses, 4) holding recruiting sessions at 

youth organizations, high schools, and community colleges, and 5) involving undergraduates in the 

research and video analysis. 
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1. INTRODUCTION
1 

Professional software development is a highly complex activity [8, 66] that is becoming increasingly 

important in virtually every domain of human action. The number of software developers is continually 

increasing, yet the supply of new software developers is not keeping up with demand. It is a national 

priority to recruit more students to computer science programs, especially students from minority groups 

as they are highly underrepresented in the student body of computer science departments. 

Furthermore, the complexity of software systems is increasing dramatically due to the exponential 

growth along many dimensions, such as number and variety of users, number of transactions, amount of 

data, and number of connections to other systems.  

At the same time, the rate of change is dramatically increasing. Product release times have dropped 

from years to months. Significant changes can be made to products in weeks, days, or sometimes hours. 

Continuous deployment systems enable an organization to release dozens of changes across hundreds of 

servers every day [17]. Partly this is due to the amazing progress in the tools for developing, deploying, 

monitoring, and evolving software systems enabled by advances in our understanding of how to do 

software development, as well as the continual improvement in processor speeds, memory capacity, and 

number of available processor cores. Modern Integrated Development Environments (IDEs) suggest 

possible completions as you type. The Eclipse Quick Fix Scout plug-in uses speculative analysis to 

indicate whether selecting a Quick Fix recommendation will fix problems or introduce problems [46]. 

The result is that software developers have much shorter feedback loops, and are more quickly able to 

discover and navigate impediments and constraints that they discover as they work to evolve their often 

huge and highly complex software systems. 

In addition, software development processes are rapidly evolving. The continuing adoption of iterative 

processes such as agile, lean [51], and kanban [1] is allowing teams to have faster feedback cycles with 

their customers, in order to discover the emergent properties of the complex systems that they are creating 

and in which their software systems are operating. While the transition to such processes continues to be 

painful and problematic for many large, long-lived organizations, startups often are building iterative and 

adaptive cultures from the get-go and are needing much less assistance from agile consultants (Jeff 

McKenna, personal communications). One of the cornerstones of these new processes is a focus on highly 

collaborative work. This is particularly exemplified in the practices of extreme programming [5], and the 

cross functional teams recommended for Scrum [62]. 

These trends have led to a counterintuitive situation in which the complexity is increasing dramatically at 

the same time that the time it takes to make and deploy significant changes is reducing dramatically. Are 

our theories of software design and practice keeping up with professional practice [52]?  

For instance, do professional software developers use and value the Unified Modeling Language (UML) 

and other diagramming techniques that we teach our students to use in order to model and understand 

software designs? In [65] I describe the gap in the literature related to this question. While sketching and 

diagramming is studied in a number of contexts, these studies tend to be about novices, in laboratory 

studies, working with simple problems over a short period of time. This is unlike the highly complex, 

situated, and long-term work that practitioners do. Studies that are of professional practice tend to rely 

upon data from interviews, surveys, self-reports or field notes from ethnographic studies. Unfortunately, 

people’s recollections are highly inaccurate, and a single observer in situ will miss most of what happens. 

A variety of studies mine digital logs and other traces left by software developers and users in order to 

gain insight into how developers use systems. These data, however, do not include much of what software 
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developers actually do, nor do they include most of the social, environmental, and organizational contexts 

which influences situated work.  

The result is that evidence about professional software development practice is significantly under-

examined in the research literature. In the particular case of UML, a recent study interviewing 50 

practitioners from 50 different organizations around the world indicated that UML is rarely used in the 

way described in UML textbooks [49]. How, then, do professional software developers go about creating 

shared understanding of their designs and joint plans to evolve their designs? 

This proposal will augment these types of studies and data sources with videos of professional software 

developers doing their actual work in their workplace. In particular, given my interest in the collaborative 

practices of professional software developers, these videos will be of software developers collaborating 

side-by-side. These tend to be very rich forms of interaction. Since the developers are sitting side-by-side, 

they naturally talk back and forth and use gestures and body language. Their speech, body language, and 

gestures provide some insight into their cognition. Furthermore, videos can be replayed over and over 

again to discover and characterize patterns that may not be apparent on the first viewing [47]. The videos 

can be analyzed at different time scales down to minutes, seconds, or microseconds. These attributes 

allow the construction of detailed case studies of collaborative meaning making [67], and video research 

is well-established in the learning sciences [26]. And the videos can be shared with other researchers. All 

of these characteristics enable a multitude of analyses addressing different research questions 

through different theoretical lenses using different analysis methods. 

These videos will enable us to substantially enrich our understanding about what professional software 

developers actually do in their actual work. This will help educators better understand what gaps to fill 

in order to help students and novice software developers move toward expert practice. Showing videos of 

professional software developers doing their work also may help change youth and students’ 

assessment of what such careers involve. Therefore, this proposal will use these materials and results to 

create, implement, and evaluate: 1) course modules for use in undergraduate software engineering 

courses, and 2) outreach sessions in youth programs, high schools, and community colleges to help 

recruit students into computer science and related disciplines.  

Better understanding how professional software developers go about their work may also inspire ideas 

for new tools or processes innovations. Given the dramatically more complex nature of professional 

practice than in most research studies [64], the data from the proposed research may help refine or 

enhance theories of software development, or cognition.  

Having access to this type of video data is extremely rare. I know of no other researchers with such 

access. Therefore, this proposal will create a corpus of such data that will be shared with other 

researchers who agreed to abide by the relevant restrictions of use and dissemination. In order to 

bootstrap the use of this corpus, we will convene a community of researchers and practitioners focused 

on analyzing the data in the corpus, and contributing their analysis metadata back into the corpus.  

2. BACKGROUND 
The proposed work will use videos to augment the prior literature. For instance, there is a great deal of 

empirical research on the role of sketches, diagrams and visualizations and the process of their creation, 

across a range of disciplines. Some researchers have characterized different aspects of sketches, diagrams, 

charts, and other “conceptual visualizations” [7]. Others have used semi-structured interviews and 

surveys, sometimes stimulated by reference to specific artifacts, to characterize when and how software 

developers use sketches and diagrams [9]. A focus on the sketch, however, embeds the assumption that 

the marks on paper, whiteboard, or computer that an individual makes reflect what the individual believes 

about the conceptual system that they are referencing, that these representations are in essence 

externalized “mental representations”. Yet research on situated cognition [55, 61] indicates that the 
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external representations say rather little about how an individual goes about thinking and acting, how he 

or she uses the representations, and the extent to which these representations reflect what has been 

internalized. Instead, when internalized ideas are externalized (e.g., into a drawing) they become part of 

the “surround” that the person and others use for subsequent activity, which, when combined with an 

individual’s embodied perceptual system allows for changes to a person’s internalizations. This enables 

“cognitive looping” [14] between self and world for carrying out many activities, and gives rise to iterated 

perceptual-cognitive loops that are not possible with purely (internal) mental representations [74].  

The act of bringing thoughts into material form, such as expressing architectural designs in sketches and 

models, is itself constitutive of and essential to cognitive activity [13]. The interplay of sign, perception, 

and cognition over the entire episode of activity is what is most important, which is never considered if 

diagrams (and not diagramming) are the research focus. In other words, sketches can only be fully 

understood in relation to their actual use in goal-directed activity. 

This work on “cognitive looping” has built upon empirical studies of the role that sketches play as the 

artistic and design activities of individuals (e.g. [27, 42]).  Yet, externalized representations are often 

central to the system of distributed activity of groups collaborating toward achieving the joint goals. For 

example, Hutchins [31] describes how a team of six navy midshipmen use a nautical chart for the 

navigation of large ocean going vessels within restricted waterways. Such external representations 

mediate joint activity because they are “out of the mind” of any particular individual and they are 

perceivable. This allows them to serve as available resources that others can draw on as needed when 

engaged in joint activity. In addition, people use speech to make specific reference to such 

externalizations that are mutually known to be jointly perceived. This serves as a foundation for groups of 

people jointly engaged in a task to develop what Clark calls common ground, i.e. the mutual knowledge 

that people have about the setting, the task, and one another’s state of knowledge [15]. Thus, research 

focused only on individual use of sketches will overlook many of the key functions that sketches play in 

mediating joint activity. 

A large number of the empirical studies on sketches and sketching use students (novices) as the research 

subjects (e.g. [44, 76]). Yet the thinking and activity of students may differ dramatically from that of 

experts. Experts possess deep domain knowledge [12]. They additionally bring this knowledge to bear on 

problems in the field, self-monitor their work, and work with speed and dexterity [22]. Experts develop 

prodigious skill and sensitivity in choosing and working with materials and tools [28], and adapt these to 

changing contexts [57]. In a range of human endeavors, experts develop a sophisticated repertoire of 

strategies for managing the complexities of human interaction within social settings. Practicing 

professionals thus have considerable expertise that they can bring to their domains of activity. Yet much 

of this knowledge is tacit, embedded in the taken-for-granted practices that are enacted within the social 

and material context in which they work [16]. A focus on students will not provide insight into the subtle 

and complex ways in which experts generate and use diagrams and sketches in their on-going activity. 

Two recent studies involve the sketching activity of groups of expert software developers [4, 48] and [19]. 

These studies, however, involve activity within contrived settings, one taking place in a lab environment, 

and the other at an OOPSLA DesignFest. Yet workplace studies in other domains in which practitioners 

have been studied in their working context demonstrate that practitioners make considerable use of the 

social and material resources that exist within the setting of activity [28, 30, 57]. They also show that such 

resources are not simply found, but rather, are deliberately created, collected, appropriated, and organized 

by practitioners so that they are to hand as needed.  



CAREER 11-690 Navigating Constraints – Software Developers in the Wild D.4  

David Socha   Submitted on July 21, 2013 

 Early conceptual design 

[4, 48] 
Daily work on successful product 

[64] 

Design team size 2 (in design session) 

54 (in workshop) 

2 (when pairing), 4 (when probing requirements),  

50 (in organization), millions (customers) 

Product domain 

history 

None Years 

Team history None -  Some Years 

Commitment 2.5 hours (design session) 

2.5+ days (workshop) 

 Livelihood; years 

Nature of constraints 
 

 

Existing code 

Existing data 

Organizational 

Contractual 

Users 

Highly visible (in prompt) 

22 (in prompt) 

Simplistic context 

 None 

 None 

 None 

 None 

 None 

About what COULD BE 

Hidden / Bumped into 

Uncountable 

Highly multidimensional context 

 750K LOC 

 Lots 

 8-year-old company with 50 employees 

 10+ 

 13+ million 

Mostly about what IS 

Length of  

feedback cycle 

(probing) 

None (in design session) Seconds – minutes (when pair programming) 

Minutes – hours (when probing requirements) 

Days – months (in organization) 

Minutes – months (for users) 

Table 1. This table illustrates the dramatically different nature of complexity between laboratory studies of early 
conceptual software design, and in-the-wild studies of professionals doing their authentic work on a successful 
software product. 

One of the few studies that we found about the use of sketches and diagrams “in the wild”, [59] describes 

the ways in which practicing scientists use graphs in their everyday settings. What he underscores is that 

practitioners make sense of the diagrams that they use and create by virtue of the embeddedness of the 

graph in context: its interrelationship to the people, activity, and concreteness of the setting. This suggests 

that studying the sketching and diagramming activity of groups of software developers “in captivity” will 

provide little insight into the larger systems of meaning and activity of which the sketches and diagrams 

are a part. 

To summarize, although there has been considerable research on sketching and diagramming using a 

variety of methods in a variety of domains, their generalizability to the activity of professional software 

developers in the workplace is limited. 

The limitations described above for the research literature on sketching and diagramming apply to other 

aspects of professional software development practice. Petre et al. notes that “[t]he ideal case involves 

studying real software designers, on a real software project, through the entirety of the product’s lifecycle, 

and possibly beyond.” [48]. However, as [56] notes, the type of data that can be collected often is limited 

“because of considerations of time or of commercial confidentiality”, which led them to collect “data by 

conducting semi-structured interviews, by studying practice artifacts and using serendipitous 

observation”. In other cases, researchers may collect video but only use it for capturing the spoken 

utterances of software developers [60]. 
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The proposed work also overlaps with and is informed by the work of the communities computer 

supported cooperative learning (CSCL) [68], and the emerging community of computer-supported 

collaborative learning at work (CSCL at Work) [25]. 

3. COMPLEXITY  
The proposed work also is motivated by the prevalence of highly complex systems in professional 

software development, and the qualitatively different nature of complexity seen in the research literature 

versus in professional software development [64].  

Professional software developers live in a space where they are continually interacting with two different 

senses of “complexity”. One is about the inherent aspects of a system. Complex systems are characterized 

by having at least a few simple rules interacting with each other in ways that cause unpredictable 

emergent behavior [66]. This sort of complexity is exhibited by sociotechnical systems and organizations 

[21]. The other is about how a system may appear complex to someone who does not understand the 

underlying causal relationships. The Cynefin sense making framework [63] uses this sense of complexity, 

and recommends different ways of acting depending upon an individual’s understanding of the underlying 

system with which they are interacting. 

Even in a relatively small organization, the nature of complexity often is radically more complex than 

what many academics may have encountered, given that most academics have not had the opportunity to 

live deeply in professional software development. For example, Table 1 characterizes the different 

complexity between the early conceptual design work studied by [4, 48] and the daily work in the 

organization I studied [64]. Therefore, understanding how professional software developers navigate such 

complex spaces can be substantially aided by having access to the contextually rich data that videos 

provide. 

4. RESEARCH QUESTIONS 
The primary research question addressed by this project is descriptive: 

What is the fine-grained nature of the collaboration between professional software developers when 

working side-by-side on their authentic work in their place of work? 

I am interested in how these expert practitioners navigate through their highly complex space of work. 

How do they develop shared goals? How do they develop and evolve joint plans of action to achieve 

these goals? What actions do they take to carry out these plans? In what way do artifacts, people, and the 

environment mediate their collaboration? What is the nature of the constraints that they “bump into” as 

they go about their work? How do they navigate these constraints?  

Answering these types of questions will give insight into other related research questions. For instance, 

videos enable a micro level of analysis that is rarely available in this space (Brad Myers, personal 

communication, 2013). This can be used to address questions that help support or refute prior research 

such as: 

How do the questions emitted by software developers in the wild relate to the “hard-to-answer” 

[39] and “reachability” [38] questions described by LaToza and Myers? 

How does the behavior of software developers in the wild relate to the type of “fact-finding” 

behavior described by [37]? 

The set of these more specific questions will grow as my team learns more about the “how” addressed by 

our primary research question.  
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In addition, I expect that the fine-grained patterns that we discover and describe will help suggest tools, 

practices, or processes to improve collaboration in working side-by-side, or perhaps even when working 

remotely. These patterns also might inform the use of existing theories about design, collaboration, and 

software development as well as the creation of new theories for those domains. 

5. PROPOSED WORK 
Figure 1 illustrates the primary goals of this proposal, and the products that will be developed by the 

proposed work. The top third of the figure illustrates three primary goals of this proposal. It is important 

to recruit both more students and a more diverse set of students into computer science programs in order 

to meet the national demand for such graduates. Once recruited, it is important to educate students on the 

appropriate theories and practices, especially as most of our students are looking to become partitioning 

software developers. In order to do that, we need to understand how practitioners actually do their work. 

 

Figure 1. The goals and products of the proposed work. 

The process of better understanding professional practice is illustrated in the middle and bottom sections 

of Figure 1. The first step is to gather more primary data of the situated practices of professional software 

developers. My research team has already started this work [64] on the limited funding available. The 

proposed work will substantially increase the amount of data, and collect data from a variety of 

organizations and teams. Similarly, my research team has begun analyzing the preliminary data we 

collected. The proposed work will systematize this work as we build the online corpus containing the 

primary and secondary data. Analyzing the data will result in the discovery and documentation of 

patterns, insights for education, insights for tool or process innovations, and perhaps even the refinement 

or enhancement of existing theories of software development or cognition. These results in turn will help 
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inspire and provide material for recruitment and educational activities. Initially, this work will be done by 

my research team. Once the corpus is ready, I will create and evolve the community as discussed in 

Section 7. 

5.1 Method 
The proposed work builds upon a history of studying the human computer interactions of people carrying 

out their work in its natural context and using these research results to better design the tools and 

environments in which lived social practice occurs [6, 35, 70]. Going to the site of authentic work is 

critical to this endeavor because “work activities in every case take place at particular times, in particular 

places, and in relation to specific social and technological circumstances” [69]. Yet this analytic focus has 

rarely been turned inward, toward the situated social practices of those who develop computational 

systems, especially software developers. 

My research team will borrow the theoretical and methodological groundings that were so successful in 

workplace studies in non-software settings, particularly distributed cognition [61] and interaction analysis 

[36]. We apply these to the software development setting that has often been studied from a cognitivist 

perspective [45] using interview and survey methods [9].  

Our primary method of data collection is making audio-visual recordings of software developers 

undertaking joint work. We place video cameras and audio recorders in a shared area of the organization 

in which collaboration sessions naturally occur (e.g. a whiteboard, table surface, or workstation), and 

record the activities for particular sessions or throughout the entire day. The use of video to study 

professionals in the workplace was pioneered at Xerox in the 1980’s [70]. But it is only in the last decade, 

with the dramatic drop in cost of video recorders and the wide availability of free and inexpensive video 

analysis software, that the use of video has become widespread [29].  

Our secondary method of data collection is ethnographic, doing “deep hanging out” [24] in order to better 

understand the system of relationships, values, constraints, and practices that surround, enable, and 

disable the participants. This involves observing, sensing what is going on, taking field notes, 

photographs, and audio and video recordings. This context will help us make sense of the behavior that 

we are observing, and thus answer our research questions concerning the demographic, cultural, physical 

and organizational surrounds of the people carrying out the work. In addition, our preliminary analysis 

has shown the value of recordings of standup meetings and the conversations that occur when developers 

switch pairs doing pair programming: these discussions often provide valuable context about the 

particulars that the developers are working on. Standup meetings are brief and typically daily planning 

meetings that teams use with a variety of agile processes [33]. 

I plan to oversample from each organization, in order to enable the data to be used for a wide variety of 

research questions by multiple research groups. Consider, for instance, a co-located team of eight 

software developers using one-week iterations. After a couple of days of deep hanging out to better 

understand the social and organizational context, including their use of space, we would identify the 

primary collaboration sites from which to collect data. In this case, it might include four pairing stations, a 

conference room with whiteboards, and a planning wall at which the standup meetings occur. We would 

instrument each collaboration site with at least two video cameras in order to capture the surfaces 

containing the externalized marks (computer monitors, whiteboards, planning wall) and the body 

language, gestures, facial expressions, and voices of the collaborators. We would capture video all day for 

three weeks (three iterations). This would allow us or others to analyze variations in behavior across at 

different points in iterations, and include multiple complete cycles of work from planning through to 

completion. In addition, where permitted, we would install a wide-angle time-lapse camera that would 

take an image of the entire room every 10 seconds. This would allow us to track the location of every 

person in the workspace, so that even if they went out of view of the cameras, we could see who they 

might be interacting with. 
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Our primary method of analyzing the data is interaction analysis, “an interdisciplinary method for the 

empirical investigation of the interaction of human beings with each other and with objects in their 

environment. Its roots lie in ethnography (especially participant observation), sociolinguistics, 

ethnomethodology, conversation analysis, kinesics, proxemics, and ethology” [36]. Because of its focus 

on tool-mediated interaction among individuals carrying out activity within a particular setting, 

interaction analysis requires the use of audio-visual recordings so as to allow for both replay and data 

sharing among multiple researchers. This type of analysis allows us to do fine-grained analysis of the 

speech, gestures, tools, and externalized representations used by the software developers. We use ELAN 

[40] to replay and annotate the videos with different types of information, depending upon the questions 

being investigated, as we iterate from course-grain to fine-grain annotations. 

In some cases, if the organization is willing, we will conduct post-session interviews with some or all of 

the session participants. During these interviews, we may replay some portions of the videos in order to 

get their commentary on the session (which will also be recorded). This serves as an additional layer of 

data to augment the session recordings, and also might benefit the organization. These post-session 

interviews will provide insight into our research questions concerning how different individuals at the 

same session construe the signs and sign referents, as well as the overall meaning and experience of the 

session. 

Our analysis as a whole will be iterative and incremental at each site. This will allow us to validate and 

deepen our emerging understandings by reflecting them back to the organizational actors whom we have 

observed and spoken with. It will also allow us to make alterations to our data collection protocol as we 

come to better understand the setting and actors.  

The Supplementary Materials of this proposal includes letters from several organizations that have 

granted me access to conduct the data collection. Given the wide variety of different processes employed 

in different organizations and teams, I will continue to recruit and collect data from additional 

organizations and teams throughout the period of the proposed work. 

My research team will include student research assistants and a full-time Research Scientist for the first 

three years of the proposed work. The student research assistants will be primarily undergraduate 

students, since UW Bothell focuses on undergraduate education. The research scientist will help to 

analyze the data, survey the literature, write papers, mentor students, curate the data in the corpus (see 

Section 6), and manage the corpus. Given my position in a teaching-focused university in which I teach 

five courses a year, having a research scientist for the first three years of the proposed work will 

significantly enhance the quantity and quality of the work doable by my research team. 

6. CORPUS 
A major component of this work is to create a corpus of rich data available for other researchers, in order 

to maximize the intellectual merit and impact resulting from this funding. Sharing data with other 

researchers is highly encouraged by NSF, and has been shown to result in many more publications per 

researcher when shared via an archive [50]. This is especially useful given the awareness of this type of 

data; I know of no other researchers with such data. 

The corpus will contain both primary and secondary data. The primary data will be videos, photos, 

artifacts, ethnographies of the organizations, and metadata (see Figure 1). The videos will be of 

professional software developers in the wild. Each video, photo, and artifact will have associated 

metadata, such as when and where it was recorded, who recorded it, organizational context, and the 

consent agreement for this video. This data will be organized by organization and site from which they 

were collected. Different organizations may require different agreements for access to the data from their 

sites. The secondary data will consist of annotation layers/tiers containing time-referenced information 

about the primary data, such as a subject’s spoken utterances, or a coded description of gestures. These 
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annotation layers will be contributed by my research team, as well as the researchers are given access to 

the corpus. The corpus will be designed to store, organize, and provide access to thousands of hours of 

video and its related data.  

The corpus will be online, but will not be open to the public, since it would be problematic to anonymize 

the people in the videos, given our need to be able to analyze facial expressions. Instead, access to the 

corpus will be restricted to researchers who agreed to abide by restrictions related to the appropriate use 

and confidentiality.  

Each organization will have some latitude to determine which of the data collected from it will be private 

to my research team, only, and which data will be shared with this corpus. Each organization also will 

have some latitude about deciding what sort of restrictions are placed on the access to and use of the data 

from their organization. This flexibility is necessary in order to deal with the variety of concerns that 

organizations have about collecting and sharing this type of data. 

In order to get access to this corpus, researchers will need to agree to contribute their metadata and 

annotations back into the corpus in a timely manner, so that the corpus will continually grow. This will 

enable comparative analyses that are difficult for a single research team to do by themselves. This corpus 

will help facilitate the validation of results, enable secondary analysis and meta-analysis, and ensure that 

the investment in this proposal has greatest possible intellectual merit and impact. 

Years 1 and 2 of this proposal focus on the creation of the corpus, and the establishment of appropriate 

protocols for submitting, documented, curating, searching, and preserving the data. These protocols will 

be informed by best practices from existing online copra, e.g., [2, 18, 32, 75], and their use in 

communities such as Learning Sciences [20].  

Initially, the corpus will be populated with data collected by my research team from organizations and 

subjects who have agreed to contribute their data to this corpus. Researchers at the Centre for Research 

on Computer-supported Learning and Cognition within the University of Sydney will help test this 

corpus before it is deployed (see letter of support). They are perfectly suited for this testing since they 

have a large number of people in their lab, and have expertise in doing this type of research on students in 

The Design Studio, a classroom instrumented to capture multiple concurrent streams of data including 

video [73]. The corpus will be used in the community capacity building process, described below. Once 

the corpus has matured through the community building process, I will enable contributions of 

appropriate videos and associated data from other researchers.  

This corpus will give researchers unprecedented visibility into professional software practice. It will help 

researchers quantify the nature of professional software development practice, which in turn will help 

educators better understand what type of educational interventions may help novices bridge the gap from 

novice to expert practice. It will inform the development of new tools or practices, and perhaps help 

refine some of our theoretical models underlying software development. 

7. COMMUNITY CAPACITY BUILDING PROCESS 
Given the possibilities of the corpus, this proposal will build a community of researchers centered on 

analyzing the data in the corpus with a variety of theoretical lenses and analysis methods. The idea of 

creating a community around the corpus is informed by my participation in the NSF funded Institute for 

Scholarship on Engineering Education (ISEE) [3], and my knowledge of the earlier Bootstrapping 

Research in Computer Science Education project [23]. It also was inspired by the NSF-sponsored 

Studying Professional for Design 2010 workshop that resulted in two special journal issues [4, 48]. 
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7.1 Community 
A major component of the proposed work is creating a community of researchers and practitioners 

centered on the analysis, and facilitating the collaborative efforts of this group as they contribute their 

analysis metadata back into the corpus to further enrich it for other analyses. Having such a community is 

in alignment with the collaborative nature of interaction analysis [36]. 

In Year 2 of this proposal I will recruit researchers and practitioners, via my personal contacts and by 

circulating a Request for Proposals (RFP) for participation in communities such as CSCW and CSCL. 

Participants will commit to: 

 Reviewing the data and doing preliminary analysis in the months before the workshop, in 

order to inform the discussions in the kickoff workshop. 

 Attending an initial week-long “kickoff” workshop in the Pacific Northwest of the USA. This 

workshop will bring the community together to socialize the collaboration process, decide upon 

the research questions to pursue, and otherwise plan for the community activities of the coming 

year. Depending upon the backgrounds of the participants, the kickoff workshop may include 

some training on particular theoretical frameworks or analysis techniques. 

 In the next 12 months participants will individually and collaboratively: 1) analyze the data from 

a variety of theoretical lenses in order to answer a variety of research questions, 2) contribute 

their analysis metadata back into the corpus, and 3) create “exhibits” that document the 

“messiness” of this type of research (see Section 7.2). Recurrent meetings during this time will 

help navigate this process. These exhibits will provide valuable insights into the research process, 

and provide useful educational tools for researchers and students who wish to learn about the 

lived experience of doing this type of research. 

 Attending a week-long “capstone” workshop in the Pacific Northwest of the USA. This 

workshop is about sharing results, using the “exhibits” to provide insights into the participants’ 

research process, and making plans for reporting and disseminating these results in professional 

journals, and for follow-up research and collaborations.  

I will work with the community to find joint venues for the research results and exhibits produced by this 

community, perhaps in special issues of particular journals (e.g., [4, 48]). Possible venues for the exhibits 

include conferences such as CSCL 2017. 

This proposal includes funds to cover the costs (travel, food, and lodging) for 20 participants to attend 

each weeklong workshop. Participants will be expected to fund their activities outside of the workshops. 

The year-long data analysis will help to significantly bootstrap this community, which in turn will help to 

maximize the intellectual merit and impact of this proposal.  

7.2 Exhibits 
One important strategy of the year-long process is for each of the participants to document the 

“messiness of research”. By “messiness” I am referring to the nature of the conflicting interpretations 

resulting from the multiple possible “realities” that different observers can ascribe to the same 

circumstance. [34] argues that scientific knowledge is produced via a more or less messy set of practical 

contingencies, and that “different practices tend to produce that only different perspectives, but also 

different realities”. He states that it may be that there are “political reasons for preferring and enacting 

one kind of reality rather than another”. He argues that “that (social) science should also be trying to 

make and know realities that are vague and indefinite because much of the world is enacted in that way”. 

This way of thinking is central to the Cynefin framework which is named for the Welsh word standing for 

“the place of your multiple belongings” [72].  
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As research questions evolve, avenues of analysis dry up while other avenues unfold, distinctions are 

refined and change importance, limitations and the data are discovered or overcome, and so on. The 

motivation for using this strategy came from three sources 

One motivation came from reading W.-M. Roth’s Doing Qualitative Research: Praxis of Method [58]. In 

his introduction he states that: 

Over the years I recognize that there lies tremendous strength in learning environments that 

provide opportunities for students to see me in the concrete decision-making moments that 

researchers face in the moment-to-moment engagement with the field, data collection and 

interpretation, and writing of research. (Page xi; bold emphasis added) 

Unfortunately, as he notes: 

Most textbooks on research methodology do not acknowledge the gap that exists between the 

description of an action and the action itself, or between the planned of doing something and 

actually doing it. Newcomers are always caught in this, complain about it, and get frustrated. 

(Page xiii) 

How could this project add to this type of intellectual discourse? How could this project help provide 

other examples of the highly-contextual, situated, iterative nature of the type of research that I do, in order 

to help novice researchers bridge the gap toward expertise? 

A second motivation was a conversation at Computer Supported Cooperative Learning (CSCL) 2013 

with Richard Reeve of Queen’s University, Ontario, and Vanessa Svihla of University of New Mexico. 

They had presented a poster called Design in the world AND our work [53] in which they analyze the use 

of the word “design” in the Journal of the Learning Sciences, International Journal of Computer 

Supported Collaborative Learning, and Design Studies. They found that: “Our [CSCL and Learning 

Sciences] communities are not talking about design in the ways reflected in journals such as Design 

Studies. There is a lack of visible iteration, and sparse reference to users or customers” [53].  

In our discussion, I characterized this as the lack of visibility into the messiness of design, the ideas that 

turned out not to work, the serendipitous discoveries, and so on. Our discussion turned to how CSCL 

lacked venues for researchers to talk about, discuss, and learn from the messiness of each other’s designs. 

They do not even have a Work-in-Progress track.  

How, we asked, could we create forums for this type of conversation in CSCL? That question reminded 

me of what constitutes my third motivation, described below. 

A third motivation came from the Kunstmuseet Køge Skitsesambling Museum in Koege, Denmark. This 

art museum dedicates a single wing to one piece of art placed at the end of the wing. As you walk down 

the wing towards the art piece, , you pass a variety of design artifacts created by the same artist as they 

evolved their thinking from initial concept to final art piece:  

What makes this museum unique is that it traces the artist's creative process from conception to 

execution, from the advent of the idea to the unfolding of the "vision." Original drawings, clay 

models, and even mock-ups of a particular work are included so that the public can see how a 

piece of art looks while it's still in the conceptual stage. This approach is particularly fascinating 

for us to see when a piece of art undergoes a tremendous conceptual change along the way. [54] 

These drawings, models, and mockups constitute some of the “concrete realizations of action possibilities 

in research” described by W.-M. Roth. The questions I posed to Richard Reeve and Vanessa Svihla were 



CAREER 11-690 Navigating Constraints – Software Developers in the Wild D.12  

David Socha   Submitted on July 21, 2013 

“Would it be valuable to have that type of exhibit in communities such as CSCL?” and “How could we 

create a forum for such exhibits?” 

These motivations led to the idea of having the participants in these workshops collect artifacts that 

document their design trail, and spend effort on assembling these into timelines that could provide 

valuable insight into the design process of researchers doing this type of analysis.  

8. EDUCATION 
A primary goal of the proposed work is to help students and novice software developers bridge the gap 

between novice and expert software development practice. This first requires understanding how 

professional software developers actually do their work, which is the focus of the research part of this 

proposal. This section addresses how I propose to use data and results from this research to help students 

bridge that gap. 

As shown in Figure 1, the proposed work will use the results of the proposed research in:  

1) A set of course modules in software engineering courses that I and colleagues teach at the 

University of Washington, Bothell. 

2) A set of sessions designed to recruit lower-level undergraduate, community college, and high 

school students into software development disciplines by addressing stereotypes they may have 

about those disciplines. 

In addition, I will continue using undergraduate students in this research. This will help them learn 

research practices, and expose them to professional software practice. 

Students often hold stereotypes about what the nature of software developers and their work [43]. Women 

often are expected to and may wish to process, such as working with and helping others [11]. A group’s 

physical environment, which has been shown to change computer science students decisions whether to 

join a group [10]. Reading fabricated newspaper articles about computer scientists fitting or no longer 

fitting stereotypes changes women’s interest in science [11]. In each of these cases, viewing the videos of 

highly collaborative professional software developers in their situated practice may help with the 

recommendation by [43] to “broaden the perception of the field”. Viewing such videos may also help 

connect the classroom to the world of professional practice, one of two prominent types of value reported 

by students from the Industry Fellows project of bringing professionals into the classroom [71].  

For instance, students who have seen some of the photos and videos from my research have expressed 

surprise at the highly social and collaborative nature of the work, and that such a company could have an 

office layout with all 50 employees working in the same large open space. Such highly concrete examples 

augment the abstract methodological descriptions from textbooks. I conjecture that providing exposure to 

such data may help novices change their understanding of what software development might entail, and 

whether they might want to pursue such a career. This might help recruit students to computer science and 

Science Technology Engineering and Math (STEM) programs. 

Therefore, the proposed work includes using some of this unique video and other data in the course 

modules designed to address specific learning objectives central to software engineering. These course 

modules will be used in three core software engineering courses taught by myself and colleagues at the 

University of Washington, Bothell: CSS 350: Business Principles for Computer Professionals, CSS 360 

Software Engineering, and CSS 370: Analysis and Design. Each of these courses is taught 3-5 times a 

year. The specific learning objectives will be chosen based upon the learning outcomes of these courses, 

and an informal survey of a diverse set of practitioners and academics. 
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I also will adapt these course modules for use in community colleges, high schools, and youth 

organizations. To evaluate the effectiveness of these sessions, I will track how many of the people in 

those sessions go to college and enroll in CS or STEM programs. 

I have letters of substantial support from: 1) three community colleges in the area: Cascadia Community 

College (which shares the campus with UW Bothell), Everett Community College, and North Seattle 

Community College; 2) the Boys & Girls Club of King County; and 3) the Director of Community-

Based Learning and Research at UW Bothell for finding additional youth venues.  

This proposal also includes educational components around the proposed community:  

1) Create a community of practice [41] situated centered on the analysis of the data in the corpus. 

2) Create “exhibits” of the “messiness” of such research to better illustrate and understand how such 

research actually unfolds. 

9. FIVE-YEAR PROJECT TIMELINE 
Figure 2 shows the timeline for my research and education plans. The activities are grouped into three 

parallel activities: corpus (in which my team creates a shareable corpus of videos and metadata collected 

from our organizations), community (in which I recruit and host a community of researchers and 

practitioners who analyze data from, and contribute to, the corpus), and education (in which I plan and 

execute my teaching and outreach efforts). 

The education aspects of the work will be ongoing throughout all five years. Outreach events will begin in 

the first year (I already have 28 hours of video data addressing a number of interesting stereotypes, such 

as the social nature of software development work, various meeting practices, and office layout), and 

involve a variety of organizations. The software engineering course units will start in Year 2, and will be 

used in a variety of software engineering courses that I and my colleagues teach annually. 

The main research efforts will exhibit more of a sequence. In Phase 1, we will continue to collect and 

analyze data from software development organizations, but our main focus will be on creating the online 

corpus. In Phase 2, we will recruit community participants, and work with a few select organizations, 

such as the Centre for Research on Computer Supported Learning and Cognition in Sydney, Australia, to 

ensure that the corpus is ready for community use. In Phase 3, we will give the major participants access 

to the corpus before the first workshop, host the kickoff week-long workshop, manage the community 

engagement throughout the year, and host the capstone week-long workshop. In Phase 4, we will work 

with the community to continue with the analysis as appropriate, disseminate the results as widely as 

possible, and open the corpus to contributions beyond just an analysis metadata.  

This corpus and community will build a firm foundation for a lifetime of integrated contributions to 

research and education. I plan to continue building and evolving the corpus and community beyond the 

five-year period of the proposed work. This will allow me to continue my principled exploration into the 

fine-grained nature of professional software development, and thus help me and others design educational 

interventions that help novices and students bridge the gap toward expert software development practice. 
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Figure 2. The timeline for the proposed research and educational plans. 

If Phase 1 goes more quickly than expected, it may be beneficial to have the workshops in years 2 and 3, 

instead of years 3 and 4. Therefore, I budgeted these activities to be in years 2 and 3. 

10. EVALUATION PLAN  
The University of Washington’s Office of Educational Assessment (OEA) will serve as consulting 

evaluators for the education components in this project.  During the development of the educational 

modules based on the video data corpus, OEA will facilitate documentation of learning goals and 

outcomes which will guide the design, content, and implementation of the evaluation methods.  During 

the first two iterations of the modules, OEA will observe the implementation of the modules, and review 

any completed reflection papers that might be assigned as part of the course module.  These qualitative 

data will serve both a formative and summative evaluation function, to assess the impact of the modules 

and inform content revision.  Based on these initial evaluations, OEA will design two brief surveys, one 

to be administered after the module, and another to follow the module, which would be used in future 

iterations of the modules in lieu of evaluator observation and review.  When the modules are adopted in 

other courses and contexts, the survey instruments will be packaged with materials to support ongoing 

formative and summative evaluation. 

To evaluate the effectiveness of the recruiting sessions, I will track how many of the people in those 

sessions go to college and enroll in CS or STEM programs. 

11. INTELLECTUAL MERIT AND BROADER IMPACT 
The proposed work will create a unique corpus of videos and related data of professional software 

developers collaborating on their normal work in their workplace. Analyzing this data will help to fill 

a gap in the research literature related to the fine-grained nature of how professional software developers 

actually collaborate and go about their work in the wild. The nature of such videos recording how 

developers use utterances, gestures, and body language as they interact with each other and the artifacts 

and environments the situated work will enable the investigation of a wide range of research questions 

using a wide variety of different analysis techniques and theoretical lenses. Being able to replay the 

videos over and over again, and move forward and backward in time, will enable the discovery and 

precise description of interaction patterns. Sharing this corpus with a community of researchers will 
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increase the value of the corpus by allowing multiple researchers to analyze the same data from a 

multitude of perspectives. All of these characteristics will ensure a high level intellectual merit in a broad 

impact from this proposed project. 

The community building portion of this proposal will increase the intellectual merits of this work by 

intentionally creating and facilitating the creation of a community of researchers who will form a 

community of practice [41]. This will create opportunities for collaboration, dialogue, debate, and 

assistance among the researchers. Creating exhibits of the “messiness” of the research process will help 

researchers better understand how they do their work, and learn from others. Sharing these exhibits in 

physical and online venues would help to increase their impact. 

Creating course modules using some of the material collected from the research will help make the 

invisible visible for students of software development. Once these course modules are created, they can 

be shared with other educators, in order to maximize their impact. Similarly, recruitment modules that 

use some of the material collected from the research may help address stereotypes and increase 

recruitment of students to computer science and related disciplines. 

12. ADVISORY BOARD 
As part of my process to help make sure that the proposed work maximizes the intellectual merit and 

impact, I will form a board of advisors that will help me navigate the research and contribute their expert 

opinions and perspectives. These are people I know well and trust to push back on my ideas. Many of 

them have been interacting with me on the design and execution of my research. The practitioners on this 

board will help me keep connected to the current issues and practices of the professional software 

development unity, which will help ensure that my findings are relevant to practitioners as well as 

academics. I also plan to recruit at least one academic with expertise in an area related to the proposed 

work. This board will meet periodically, or on demand when given sufficient warning.  

Currently, the following people have agreed to be on this advisory board. Eric Brechner is the 

development manager for the Xbox Engineering Fundamentals team. He is widely known within the 

engineering community as his alter ego, I.M. Wright. Prior to his current assignment, Eric managed 

development for the Xbox.com web sites, was director of engineering learning and development for 

Microsoft Corporation. Jeff McKenna has been in the software field for over 49 years, and was the coach 

to the original Scrum [62] team. He continues to consult with, and train, a wide variety of organizations in 

their adoption of agile practices. David Robinson is an organizational coach and teacher whose clients 

include executives, entrepreneurs, teachers, trainers, and artists. Skip Walter is an entrepreneur, teacher, 

and senior executive. The products he helped design, create, and develop are used by over five million 

customers.  

13. CURRENT AND PENDING SUPPORT 
I have no prior research funding from NSF. I have received one internal UW Bothell award when I 

was named a 2012-2013 Worthington Distinguished Scholar; this award was for one course release and 

one month summer salary to pursue my Collaboration the Wild research that contributed to some of the 

preliminary results mentioned in this NSF CAREER proposal. 
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